
TOWARDS A MORE EFFICIENT REFLECTIVE MEMORY
 FOR THE PC-BASED DSM 


Milutinović, V., Tomašević, M., Savić, S., Jovanović, M., Grujić, A., Protić, J.

University of Belgrade, Belgrade, Serbia, Yugoslavia
Aral, Z., Gertner, I., Natale, M., Gupta, A., Tran, N., Grant, B.

Encore Computer Corporation, Fort Lauderdale, Florida, USA

Abstract  Expansion into the network-of-personal-computers (network of PCs, or NOPC) environment is one of the major research and development trends in the general field of distributed shared memory multiprocessors. The critical issues in any effort of that kind are: (a) proper choice of the distributed shared memory concept to be implemented in the PC environment, and (b) appropriate tuning of the chosen concept, so it can be more efficient in conditions typical of the PC environment. This paper sheds more light on a pioneering effort to create a commercial distributed shared memory system on a network of PCs (the system was fully implemented as of Christmas 94). After that, additional efforts were made to propose ideas for improving the performance and scalability of the system, using an incremental design methodology. Several of these ideas have been elaborated and evaluated in this paper. Viability of all proposed improvements is discussed from the performance/complexity point of view.
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1.
INTRODUCTION 

DSM (Distributed Shared Memory) systems implement a logically shared address space on the physically distributed memory architectures. Consequently, this approach combines two significant advantages: ease of the shared memory programming model and scalability of the distributed computer system architecture. This is the reason why the field of DSM (Distributed Shared Memory) is rapidly expanding. A state of the art survey of DSM concepts and systems is given in [Protic96]. 

One of the most promising development trends in DSM is its expansion into the NOW (Network of Workstations) and the NOPC (Network of Personal Computers) environments. Using a standard and relatively powerful machine as a node in the system, leads to a cost-effective system with high configuration flexibility. Actually, in many occasions, the later (expansion into the NOPC environment), has been labelled as a most important development trend in DSM now [e.g., Li95]. 

Since the NOPC kind of environment was traditionally regarded as more suitable for the message passing programming model, it seems that the DSM mechanism can be naturally and most easily emulated on the top of message passing. However, several analyses have shown that this implementation substantially increases the overhead and communication latencies.  Following this criterion, we have decided to revive and adapt one of the earlier existing hardware-based approaches, which promises low overhead and latency – the reflective memory (RM) concept. 

The RM approach is a hardware-implementation of the DSM mechanism in a UMA (Uniform Memory Access) architecture. Although each node has its local memory, some parts of its address space can be selectively mapped (reflected) into a global shared address space using programmable mapping tables. In this way, an RM system supports only the replication of segments (unlike many other DSM systems, which support both the migration and the replication of segments). Consistency of this shared space is maintained with a write-through-update protocol, in a non‑demand, anticipatory way. Hence, if one node does a write to a location in a reflected segment, that write is immediately sent to all other nodes, where this reflected segment is mapped into, to update its own copy. Processor does not stall on writes, which enables one to overlap communication with computation, in a kind of processor model of memory consistency [Gharachorloo90]. Consequently, if one node reads from a location, the read is always local. Therefore, the RMS approach makes an appropriate case for reimplementation on a NOPC. 

The earlier reflective memory systems were usually implemented in minicomputer environments. Examples include the Gould CSD systems, which later evolved into a number of reflective memory systems developed by the Encore Computer Corporation, intended for a wide range of applications, from real-time to on-line transactions processing. This line is being ended by the RM/MC systems [Jovanovic95]. Other approaches based on the reflective memory concept can be also found in Merlin [Maples90], MODCOMP REAL/STAR 3000 [Furht97], DEC Memory Channel [Gillett96], etc.

To the best of our knowledge, the RMS-PC was the first implemented multiprocessor system with reflective memory DSM mechanism, using the PC-based computer nodes, principles of which are applied in Infinity, the Encore Reflective-Memory Multiprocessor [Lucci95]. Later research and commercial efforts in similar directions proved the viability of this approach. The Princeton SHRIMP multicomputer, which consists of the Intel Pentium Xpress PC nodes connected by the mesh backplane, realized a virtual  memory-mapped network interface using "automatic update" (essentially a reflective memory principle) [Blumrich94]. Also, as a direct continuation of the effort, DEC designed its Memory Channel network for PCI, implementing a cluster-wide virtual shared memory, with a significantly reduced overhead and communication latency [Gillet96]. Since our approach was vertified by its implementation and the emerging of similar systems, the next logical step was to improve its efficiency, and to improve it in the sense of making it better suited for scaling the systems towards higher node counts.

Following this introduction, we define the problem statement of the entire project. After that we describe our first step - the existing PC-RMS solution (baseline RMS). In order to make the picture complete, we also give a block diagram of the entire implementation, and we discuss the complexity of that implementation. Then, we comment all drawbacks of that implementation, from the previously defined problem statement point of view. Next, we introduce all proposed improvements (five different ones), and we comment on why we believe that such improvements would work efficiently in the high-bus-traffic environment of the PC-RMS. In the core section of this paper, we give results of the performance analysis, showing the real performance advantage to be expected of each particular improvement over the baseline solution, and discuss the possibility for its implementation.

2.
PROBLEM STATEMENT

The first task, as defined by our research sponsor, was to design and implement a board which plugs into a personal computer and turns it into a node within the bus-based distributed shared memory system using the reflective memory approach. The additional requirements were that this board must connect to the RM bus interconnect (Encore’s proprietary bus) in a flexible and efficient way, and also to provide a larger amount of local memory. 

Previously, the RMS systems in particular were used predominantly in the superminicomputer environments [Gertner95] and the node count was relatively small. However, in the NOPC case, due to the so much lower price of PCs, the number of nodes may become relatively large, and the DSM concept has to be made better suited for conditions of higher bus contention (on the RM bus). Therefore, the second task (after the PC-RMS board became fully operational) was how to make an efficient move from a low-node-count (less than ten) system of superminicomputers into a higher-node-count (16, 32, or even more) NOPC environment, and make the RMS better suited for higher bus traffic. For that purpose, a specific decision-making methodology (modified for DSM) [e.g., Hoevel91] was applied to achieve a relatively large global performance improvement through a series of small incremental improvements. 

The described decision-making methodology was the only way to go, in conditions when one concept exists for years, and a big advance in one single direction is not possible. In such a case, a big advance can be obtained only through a superposition of relatively small advances in several different directions, which are possibly orthogonal.

3.
THE REFLECTIVE MEMORY SYSTEM
AND ITS IMPLEMENTATION IN THE PC ENVIRONMENT

The architecture of a standard bus-based reflective memory system (RMS) and its functioning are presented in Figure 1 with related explanations. Each node runs its own Unix kernel, as in a distributed-memory system, while shared memory OS primitives implement inter-processor communications, and shared system resources. Such a system also provides support for implementing some elements of fault tolerance.

Block diagram of the PC-RMS implementation is given in Figure 2. The interface between the local RM memory and the RM bus is similar for different computers, so it can be reused for different hosts. Therefore, the RM bus interface is moved into a separate and independent hardware module, the TMI (Transition Module Interface). The TMI is connected with the host RM board by a special cable with multiplexed address and data lines. The host RM board with memory and interface to the system and/or local bus is to be designed separately for each particular host. 

The host RM board contains the local RM memory, the interface to the system bus, and the interface to the TMI cable. The RM memory in one node represents a part of the local memory of that node - a part that can be mapped into the global shared memory address space. The RM bus interface in a separate module leaves more space on the host board for the memory, and requires less space for the external connectors.

The board also contains a number of programmable registers (identification, base memory address, control, status, etc.). Special registers are dedicated for test and diagnostic purposes. Details of its organization, as well as the performance related data can be found from [Encore97].

Criticism of the baseline PC-RMS

The existing RM board appears as a memory slave device on the host system bus. Consequently, the board itself can initiate no action on this bus when a write from the RM bus to a shared memory location occurs. Therefore, if that memory location is previously fetched into a processor cache, its value in the cache becomes stale. Because of this consistency problem, the shared reflected regions of the RM memory are not cached.

The RM bus grants the access to one RM node at a time, according to the round-robin policy. Because the RM bus has a relatively high (but limited) throughput, under conditions of heavy traffic and bus saturation, it can happen that data in some transmit FIFO wait much longer than expected, which decreases the performance of a real application. 

The RM bus controller assumes equal priority for all requests from each node. Some RM node transmit FIFOs may be overloaded by data, while the FIFOs in other nodes are possibly almost empty. The performance of the application on the overloaded node is deteriorated if the transmit FIFO is full. In the baseline PC-RMS, the overloaded node can not get a higher priority than other nodes.

Transmit FIFO accepts all data (and addresses) which are written into the shared regions of memory. It is used to: (a) separate the timing of the RM bus and the memory; (b) store data and addresses that can not be sent immediately. There is no comparison of the address of the new datum with the addresses which are already in the transmit FIFO. Therefore, it is possible that transmit FIFO contains several updates of the same address.

The memory on the RM board has its own control and arbitration logic. In one memory cycle, the memory access can be granted to the system bus interface, the receive FIFO (data coming from the RM bus), or the DRAM refresh logic. However, the memory serves only one requester at a time. In some cases there exist conditions for heavy on-board memory contention, and the overall performance decreases.

4.
PROPOSED IMPROVEMENTS AND THEIR ESSENCE  

Having in mind the abovementioned criticism, general strategy of attaining better performance and scalability would be to reduce the bus traffic and to improve the arbitration policy, as well as to attain a more efficient access to the reflective memory regions. For this purpose, five incremental improvements were generated in this research. All these proposed improvements are mainly related to the existing body of knowledge in the field; however, they have never been applied before in the context of RMS, and when combined together, they can create synergistic effects, in the sense of maximizing the performance for minimal extra complexity. 

4.1.
CACHING OF SHARED REFLECTIVE MEMORY REGIONS  

Since write operations on the RM bus, to the reflected memory regions, are not sensed on the system bus in the existing RMS design, caching of shared memory areas is forbidden, because of the consistency problem. However, if a local node frequently accesses shared data, it will have to go to memory, which results in longer access latencies and increased traffic on the system bus. Because of the performance implications, the caching of shared regions of the local RM memory should be allowed as well, accompanied with some mechanism to prevent the inconsistency of copies in the RM memory and the local cache. 

For this purpose, every write from the RM bus to a shared region should be followed by the invalidation request directed to the local cache, to prevent the CPU of using the stale copy. However, it is unnecessary to issue a blind invalidation request on every write to an address in a reflective region, regardless of its caching status. The number of invalidation requests can be reduced by avoiding to send them when the written shared location is actually not cached in a particular node. To this end, every block in the RM memory should have an associated bit, which denotes its "caching status" (C-bit). When a read request for some location arrives, the corresponding C-bit for the involved block should be set, since the read assumes its caching. When a write from the RM bus to a shared location comes, the C-bit for this block has to be checked. If it is reset, the block is not cached, and an invalidation request to the on-chip cache is avoided. When the C-bit is set, invalidation has to be sent to the cache, and the same bit is reset to denote the new "caching status" of the block. Obviously, only one additional bit per memory block is needed, together with very simple comparator logic.

Performance gain is expected to be significant in cases when application programs express higher temporal and processor locality (in accessing the data from shared regions). In such cases, it is more effective to do several fast local accesses in cache to a certain shared block, before it is written into by some other node (which requires its invalidation in its on-chip cache). This approach avoids the sending of invalidation requests to the blocks that are not cached, and, therefore, improves the performance. 

4.2.
DOUBLE RM BUS

Shared bus is a notorious bottleneck in bus-based systems, which is the main reason for the restricted scalability. Therefore, for a higher number of nodes in the system, the RM bus can get saturated, slowing down the system significantly. The obvious solution is to employ a double RM bus, instead of the usual single RM bus. 

When the need for accessing the RM bus arises, the bus request is issued on both buses at the same time, yet only one bus will be granted that transfer (whichever grant comes first). The proposed solution can be efficient both in cases of transient and permanent bus overloads, in terms of traffic of writes to the shared memory regions. 

The overall effect is that the average time to obtain the bus is decreased, and system throughput is higher. This also offers a potential for increased system reliability. However, the cost of this approach is significant because of the introduction of the second bus. Hardware complexity of the bus interface logic is increased, as well. This complexity increase can be justified only by a satisfactory performance improvement.

4.3.
IMPROVED RM BUS ARBITRATION

If the transmit FIFO buffer becomes "almost full," the system bus should be prevented from sending writes to the RM memory. This results in stalling the traffic on that bus, and in delaying the accesses to the RM memory. The probability of this event can be decreased by giving the priority in accessing the RM bus to the node, which reaches the "almost full" condition.

When the number of items held in the transmit FIFO buffer reaches certain threshold, the "urgent need" for the RM bus will be signalled. Than, the RM bus arbiter temporarily departs from the round‑robin policy, and gives the upper hand to that node. This priority will be assigned temporarily (only for one transfer on the RM bus). When no "urgent need" signals are asserted, the arbiter is back to the round-robin arbitration. For the purpose of announcing the priority request, bus lines reserved for the node ID can be used, since they are free during the RM bus transfer. This approach introduces no additional bus lines, but requires very careful timing.

This solution is effective only if the "almost full" condition in the transmit FIFO buffer arises rather frequently. Although the probability of this event does not seem to be high in low node-count environments, it can become significant in systems with an increased rate of writes to the shared memory regions and a higher number of nodes (as in the case of low-cost PC-based systems).

4.4.
WRITE FILTERING

Careful usage of the RM bus is essential in overcoming the restricted system scalability, in order to accommodate more nodes on the RM bus. One way of reducing the RM bus traffic is also the filtering of subsequent write requests, issued to the same address, by the same node. According to this idea, a shared write issued to an address by some node (sitting in the transmit FIFO buffer and not sent to the RM bus yet) is superseded by a subsequent write from the same node to the same address. Apparently, only one write (with the newer value) will be sent over the RM bus instead of two, and the effect of write filtering to the same address is achieved. A similar approach, in a different environment, can be found in [Wilson96].

Since the strict implementation of this solution may result in an unacceptable increase of complexity, three variants of the approach were considered: (a) The address of shared write is compared to the entire contents of the transmit FIFO buffer at that moment (variant "all"); (b) The address of shared write is compared to the addresses of only several previous writes. For the purpose of simulation, the variant "last 4" is chosen, which performs the comparison with the four last items in the transmit FIFO buffer; and (c) The simplest approach is to compare the address of the incoming write request only with the address of the previous write (the last one in the transmit FIFO buffer - "last 1"). 

The positive effects of introducing such an improvement are expected especially if the applications are characterized by higher processor locality of memory references in respect to writes (longer sequences of writes to the same address by one processor, uninterrupted by references from other processors). Examples for that type of applications are the real-time and acquisition programs. 

This solution is proposed having in mind that the current implementations of the RM standard do not follow sequential consistency on the hardware level. Consequently, there are some limitations in using this proposal for the applications which require this most restrictive consistency model in software.

4.5.
MULTIPLE MEMORY MODULES

Data from the system bus and the receive FIFO buffer can not be written simultaneously into the local RM memory (if a local bus interface is also present, it is the third contender). In the existing design, the special arbitration logic gives the access to one of the contenders, according to the predefined policy, but not at the same time, even if they do not access the same portion of memory. 

The simultaneous access to different memory locations is possible, if these two memory locations are in memory modules which are physically separate, and each of two modules has its own arbitration logic and its own controller. 

In the case of heavy RM bus traffic and simultaneous transfer of larger blocks over the system bus, the stalling of traffic on one bus can be expected. If DMA transfers include large blocks of data, the receive FIFO buffer overflow may happen, and the entire RM system will stall. For such circumstances, an additional technique that can help is the reordering of writes from the receive buffer. When a conflict in accessing the same memory module between the system bus port and the receive FIFO buffer port happens, some other item from the receive buffer (directed to the other memory module) can be selected. However, this write reordering is not applicable is some memory consistency models [Gharachorloo90].

5.
ASSUMPTIONS AND CONDITIONS 
OF THE SIMULATION-BASED PERFORMANCE ANALYSIS

The entire preliminary performance analysis was done using the traces which were specifically prepared for this purpose. Details of the workload model used and the ways in which the traces were generated are given in [Savic97]. This part was the responsibility of the team selected by the research sponsor, and the major goal of that team was to generate the traces which are beleived to be representative of the end user programs and applications [e.g., Flynn95]. Consequently, this issue is a part of the "business as usual," and should not be further elaborated in review paper like this one (for details, see [Savic97]). 

The simulated system consists of a variable number of identical nodes connected to the RM bus. Each node is composed of a CPU and an RM board connected by the system bus. The processor is RISC-like, with one clock per instruction except for loads and stores. On-chip cache hit is completed within one cycle. Assuming a relatively high cache hit ratio for the instructions, we neglect: (a) the stalling of the processor, in the case of instruction cache miss, and (b) the participation of instruction fetches in the bus traffic. Write-through policy is maintained for the local cache and write buffering is supposed. The accesses to local memory require one wait cycle.

The RM memory can be accessed from two ports: (a) the system bus port, and (b) the receive FIFO buffer port. Contention in accessing the local RM memory is resolved by giving the upper hand to the system bus port, when the receive buffer is less than half full; otherwise, the receive FIFO buffer will be given the priority. 

The RM bus assumes the round robin synchronous arbitration, which is overlapped with the current bus operation. Write operatuion consumes one bus cycle. The system host bus has 32 address lines and 32 data lines. Various types of transfers are supported and the shortest read or write request requires two bus cycles.

6.
PERFORMANCE ANALYSIS

This simulation-based performance analysis was carried out to evaluate the usefulness of each of the five ideas, in order to obtain the basis for decision making about its incorporation into a follow-up implementation. It was important to evaluate each idea separately, without any interaction by other proposed ideas; only in such conditions, the real impact of a specific idea can be evaluated properly.

The baseline system and a system which allows the caching of shared reflective memory regions are compared for an increasing number of nodes in the system. Results show a noticeable performance improvement; concrete values depend on the typical application characteristics (Figure 3). Related experiments have also shown the benefit of this improvement in cases of higher temporal locality of parallel applications.

Advantages of introducing the second RM bus are relatively low, as long as the RM bus utilization in the system is not excessive (e.g., system with four nodes). However, under the conditions of heavy RM load (more intensive DMA transfers, high level of sharing, and a larger number of nodes) (Figure 4), the system with a double RM bus appears to be more efficient than the system with a single bus, by almost 20% in terms of system power.

If the system with additional urgent RM bus requests is compared to the baseline system, results show that only transient overloads can be efficiently handled with this enhancement, and no performance improvement can be expected in a saturated system (Figure 5). However, transient overloads are critical in a number of applications (real-time, transactions processing, etc.).

The impact of write filtering is simulated for three implementation varinats. Write filtering was shown to be of no use for low-node-count systems. Situation is quite different when RM bus is heavy. Better effects of write filtering are found in the case of increased probability of shared memory access, and in the case of higher node count (Figure 6). In that case, the “last 4” variant seems to be the most cost-effective.

The effects of the design with multiple memory modules were estimated using the simulation results about frequency of contentions in the baseline design (Figure 7). Counting on the uniform distribution of referenced addresses, it can be expected that the contention could be halved if the memory is organized into two separate modules. If we make the assumption that performance indicators for the case of two memory modules should be equivalent to those obtained for the baseline (one memory module) with the doubled probability of write from RM bus to the local RM memory, then average performance improvement is about 5% 

Implementation considerations

The final decision about incorporaton of proposed improvements must be made from the performance/complexity trade-off point of view. Here we only give recommendations from the point of view of our research environment. Other interested researchers should evaluate our recommendations having in mind the cpecifics of their application/technology environment.

The first idea to allow caching of shared segments definitely deserves implementation since it was proved widely useful, without any significant complexity increase, especially since each modern microprocessor provides a built-in support for that. The additional logic and cabling required for doubling the RM bus implies a significant hardware complexity and the RM system already has a problem of excessive number of wires and connectors. A new technology (e.g., optical) which enables physical reduction and downsizing of the current wires and connectors and increasing the bus bandwith seems to be a better way for solving this problem. Although the performance improvement was not as large, the idea of modified bus arbitration policy does not require a significant hardware complexity and can easily pay-off its implementation. As far as the fourth idea, write filtering, for practical purposes, from the price‑performance trade-off point-of-view, the “last 4” seems to be the easiest to justify for a practical implementation. The “last 4” variant can be realized with standard logic parts added to a standard FIFO, and “all” variant requires a specially designed FIFO, while their performances are quite close in normal conditions. Finally, more accurate data from diverse real applications are needed to justify the implementaion of memory interleaving.

While the pre-prototype implementation (IFACT) was based on the EISA bus, the follow-up implementations were based on the PCI bus, using both P5 and P6 (Encore). We have also looked at the possibility of implementing the entire design using silicon compilation [Milutinovic95]. 

8.
CONCLUSION

Major results of this research and development are that a specialized PC board was successfully implemented and that it has served as a starting point for improvements which lead to better performance at a minimal additional complexity. The board enables a PC to become a node in a DSM system based on the RMS concept, and the improvements are aimed at increasing to the scalability of the system, so larger node counts can be achieved for a given interconnection medium bandwidth. 

Five solutions in this direction were elaborated, evaluated in conditions of interest, and their viablity for the follow-up implementations are considered with respect to the performance/complexity trade-off. Separate analysis was done for each particular improvement, so one can evaluate the impact of each particular improvement separately, without any interraction coming from other proposed solutions. 

In conclusion, it was possible to pioneer successfully a new research and development avenue: a DSM for PC environments (several other approaches in the DSM for PC field were initiated after we have completed our research and development presented here).
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Figure 1: Architecture of the reflective memory system (RMS).  Legend: CPU - central processor unit; DMA - direct memory access unit. Description: The standard reflective memory system consists of a variable number of nodes connected via the RM bus. Each node consists of a processor with cache, local memory, DMA device, and the RM board with memory and interface to the RM bus. Processor (responsible for word transfers) is connected to the RM board via the local processor/memory and/or the host system bus. The DMA unit (responsible for block transfers) is attached via the host system bus. The memory on the RM board (local RM memory) can be configured as private and shared on the segment basis. Segments are treated as "windows" that can be open (mapped into reflective shared space) or closed (disabled for reflection and exclusively accessed by each particular node). A reflective segment can be mapped to different addresses in each node. Therefore, the translation mapping tables are provided separately for the transmit (for each block of the local memory), and receive (for each block of the reflected address space) side. The RM bus controller arbitrates the requests and synchronizes the bus accesses. Explanation: On each write to the local RM memory, a check is made in the transmit mapping table if the address belongs to an open window, and, if so, data word together with the translated address in reflected shared space is put into the transmit FIFO buffer. The node with a pending write requests the RM bus from the RM bus controller. When the node obtains the bus grant, bus write operation (address + data) is initiated on the RM bus. All other nodes check if the address falls into an local open receive window. In that case, the data and translated receive address are written into the receive FIFO. Finally, data from the receive FIFO are forwarded to the local RM memory. Implication: The RM bus is used for hardware maintenance of coherence between local copies of shared memory segments. In other words, remote copies of data are updated on each write, transparently for the local host. Consequently, reads of shared data are always satisfied from the local RM memory, which drastically decreases the latency of shared reads. Also, there is no contention as in typical shared memory systems, since unrestricted access to shared data and simultaneous accesses to local copies are ensured.






















Figure 2: Implementation scheme of the PC-RMS. Legend: TMI - Transition Module Interface. Description: TMI as an interface to the RM bus is realized separately. It can be reused for the RMS implementation on a variety of host computers. Host board contains the system bus interface, local RM memory, and memory arbiter and control logic. The memory on the host board and all data paths are 32-bits wide. There are no FIFO buffers between the memory and the system bus, since the on-board memory cycle is synchronized with the system bus cycle. The system bus burst cycles are also supported. The board is designed to have 16MB or 64MB of DRAM organized in four standard 72-pin 36-bit SIMMs. The system base address of the memory is programmable in 16MB/64MB quantums. Memory arbiter gives the highest priority to the DRAM refresh logic, then to the system bus interface, and at last to the receive FIFO (data coming from the RM bus). The priority can be changed when the receive FIFO is almost full, or on the system bus time-out. The host board also contains transmit translation SRAM. This mapping table keeps the shared/private indication bit for each 8K-segment of the memory, and a global RMS address where a block should be mapped if it is shared. From the memory side, address and data FIFOs are accessed by separate buses, while on the host-TMI cable side address and data lines are multiplexed to reduce the bulk of cabling. The TMI demultiplexes the address and data lines, puts the address and data into separate FIFOs, and connects them to the RM bus. The receive translation SRAM is placed on the TMI to keep the information about mapping from the RMS address space to the local RM memory. If an address belongs to a block (which is reflected), data and the translated address are written into the receive FIFOs on the TMI board, then multiplexed, sent to the FIFOs on the host board, and finally written to the memory.
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Figure 3: Processor utilization with (C=1) and without caching (C=0) of the shared reflective memory regions. Legend: Ucpu - processor utilization; Nnodes - number of the RM nodes. Description: Caching of the shared memory segments gives about 10% better CPU utilization, for all system sizes. Explanation: It is a natural consequence of a faster access to cached data, which reduces the latency of the processor read request. The difference in performance should have been even more pronounced if the system follows write-back policy. When number of nodes in the system grows, average processor utilization slightly decreases because of the increased contention for the RM memory from the side of the receive buffer. For a larger node count, there are more updates from the RM bus, more invalidations, and the difference between the cases “with” and “without” caching also slightly decreases. The system bus utilization and the contention for the RM memory are decreased, since large number of accesses are satisfied in the local cache. Implication: Caching of the shared memory blocks is always useful; however, it also requires an additional bit per block for keeping caching status. Also, the RM board has to be able to issue the invalidation requests on the system bus.
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Figure 4: Average waiting time for the bus grant for a single and a double RM bus system. Legend: Twga - average waiting time for the RM bus grant; Nnodes - number of nodes. Description: The existing single RM bus design (BL - baseline) is compared with the double bus system (DB - double bus). In the simulated conditions, for the double bus design, waiting for the RM bus grant is insignificant and practically insensitive to the system size. However, in the system with more than four nodes, that time significantly increases for the single bus design. Explanation: In conditions of saturated bus traffic in the existing RM system, waiting for the RM bus linearly increases. On the contrary, the waiting time for the RM bus grant in a double bus system is drastically reduced, as well as the number of the transmit FIFO overflows, and stalling on the system bus due to them. The overall effect is an increase in processor utilization. Implication: This experiment proves the assumption that an additional RM bus can fully cure the problem of permanent RM bus overload for the system with a higher node count, however at the expense of a significant complexity increase .
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Figure 5: Comparison of the round-robin policy (BL) and the dynamic priority policy with urgent request (UR) arbitration.  Legend: Ucpu - processor utilization, Nnodes - number of RM nodes. Description: In conditions of the increased RM bus traffic, processor utilization is improved for a lower number of nodes, if the new RM bus arbitration scheme with urgent requests is employed. However, for a larger number of nodes, there is no performance gain. Explanation: It is assumed that CPU is stalled while a memory operation is waiting for space in the transmit FIFO. Therefore, transient overload on a node can cause the transmit FIFO overflow, and disable each next write from CPU to the shared RM memory, while this FIFO is full. Consequently, CPU utilization decreases if there are more nodes with bus requests which increase the grant waiting time for the stalled node (because of the round-robin arbitration policy). If the RM nodes have additional “urgent” line to request the RM bus, then they can obtain bus grant earlier on the priority basis, preventing the transmit FIFO overflow. While this priority policy is benefitial in normal conditions, it is of no use in conditions of saturated RM bus. Implication: For applications with large (but not frequent) data transfers over the RM bus, the presented idea should be a viable solution. 
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Figure 6: Impact of the four write-filtering variants on the processor utilization. Legend: Ucpu - processor utilization; Nnodes - number of RM nodes. Description: This figure presents the results in conditions of heavier RM bus traffic. The processor utilization is almost constant for less then eight RM nodes, and then decreases significantly with larger node counts as a consequence of saturation. Write filtering of the entire transmit FIFO buffer is definitely the best solution from the performance point of view. Explanation: For lower number of nodes, the RM bus utilization is relatively low, and the writes are not accumulated in the transmit FIFO because of the fast access to the bus. Hence, the probability of write filtering is low. The improvement is the most effective when the bus is close to saturation and the number of pending writes in transmit FIFO is higher. Then, write filtering on the same address removes all its updates ecept the last one, reduces the number of transmit FIFO overflows and lowers the bus utilization. Implication: Write filtering is expected to be useful in the case of the higher node count RM systems, especially for applications with a high temporal locality and a high frequency of memory writes. .
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Figure 7: The rate of contention for the RM memory access in the baseline system. Legend: Nc - number of contentions for the RM memory access; Prx - probability that write from the RM bus hits into an open receive window of the RM memory. Description: The number of contentions for the RM memory access corresponds to situations when both the system bus and the RM bus interface require the RM memory access at the same time. For typical conditions of the baseline design simulation, the number of contentions increases linearly with the probability of writes from RMS to memory. Larger number of contentions means also increased waiting in the receive FIFO before write to memory. The rate of contention is given as an absolute number. Explanation: The idea is to split the RM memory into two or more modules, each one with its own control logic. The Rm memory address space can be split in either high-order interleavin or low-order interleaving manner. Therefore, the probability of contention for the RM memory access should be divided by the number of modules (for the uniform distribution of memory addresses). In the case of two equal modules, the contention should be halved. The performance gained by this idea mostly depends on the type of the distributed application. If an application works on a larger number of the RM nodes, the probability of write to the open window is also higher. The frequency of writes to the shared memory is also very important for possible real estimation. Implication: Hardware limitations, such as the size of the RM board should be considered before the implementation of the board for a particular type of computer.
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